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Baby (1948)
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ARM9 (2005)
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60 years of progress

ÅBaby:

ïfilled a medium-sized room

ïused 3.5 kW of electrical power

ïexecuted 700 instructions per second

ÅARM968:

ïfills 0.4mm2 of silicon (130nm)

ïuses 20 mW of electrical power

ïexecutes 200,000,000 instructions

per second
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Energy efficiency

ÅBaby:

ï5 Joules per instruction

ÅARM968:

ï0.000 000 000 1 Joules per 
instruction

50,000,000,000times 

better than Baby!

(James Prescott Joule born 
Salford, 1818)
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Transistors per Intel chip
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Cost of a Transistor
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ÅSanDisk 12GB microSD

ï50 billion transistors

Åfor £20!
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ΧǘƘŜ .ŀŘ bŜǿǎ

Åatomic scales

Åless predictable

Åless reliable



NeuroMLMarch 2011 12

1.00E+00

1.00E+01

1.00E+02

1.00E+03

1.00E+04

1.00E+05

1.00E+06

1.00E+07

1981 1986 1991 1996 2001 2006

L
o

g
ic

 t
ra

n
s
is

to
rs

 p
e
r 

c
h

ip

1.00E+01

1.00E+02

1.00E+03

1.00E+04

1.00E+05

1.00E+06

1.00E+07

1.00E+08

P
ro

d
u

c
ti

v
it

y
 (

tr
a
n

s
is

to
rs

 /
s
ta

ff
 m

o
n

th
)

58% per year compound 
complexity growth

21% per year compound 
productivity growth

Cost of design 



NeuroMLMarch 2011 13

Outline

Å60 years of progress

ÅComputer Architecture Perspective

ÅBuilding Brains

ÅThe SpiNNakersystem

ÅA generic neural modelling platform

ÅConclusions



NeuroMLMarch 2011 14

Multi -core CPUs

ÅHigh-end uniprocessors
ïdiminishing returns from complexity

ïwire vstransistor delays

ÅMulti-core processors
ïcut-and-paste

ïsimpleway to deliver more MIPS

ÅaƻƻǊŜΩǎ [ŀǿ
ïmore transistors

ïmore cores

Χ ōǳǘ ǿƘŀǘ ŀōƻǳǘ ǘƘŜ ǎƻŦǘǿŀǊŜΚ
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Multi -core CPUS

ÅGeneral-purpose parallelization

ïan unsolved problem

ïǘƘŜ ΨIƻƭȅ DǊŀƛƭΩ ƻŦ ŎƻƳǇǳǘŜǊ ǎŎƛŜƴŎŜ ŦƻǊ ƘŀƭŦ ŀ ŎŜƴǘǳǊȅΚ

ïbut imperative in the many-core world

ÅOnce solved

ïfew complex cores, or many simple cores?

ïsimple cores win hands-down on power-efficiency!
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Back to the future

ÅLƳŀƎƛƴŜΧ

ïa limitless supply of (free) processors

ïload-balancing is irrelevant

ïall that matters is:

Åthe energy used to perform a computation

Åformulating the problem to avoid synchronisation

Åabandoning determinism

ÅHow might such systems work?
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Bio-inspiration

ÅHow can massively parallel computing 
resources accelerate our understanding 
of brain function?

ÅHow can our growing understanding of 
brain function point the way to more 
efficient parallel, fault-tolerant 
computation?
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Building brains

ÅBrains demonstrate

ïmassive parallelism (1011 neurons)

ïmassive connectivity (1015 synapses)

ïexcellent power-efficiency
ÅƳǳŎƘ ōŜǘǘŜǊ ǘƘŀƴ ǘƻŘŀȅΩǎ ƳƛŎǊƻŎƘƛǇǎ

ïlow-performance components (~ 100 Hz)

ïlow-speed communication (~ metres/sec)

ïadaptivityςtolerant of component failure

ïautonomous learning
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ÅNeurons
Åmultiple inputs, single output 

(c.f. logic gate)

Åuseful across multiple scales 
(102 to 1011)

ÅBrain structure
Åregularity

Åe.g. 6-layer cortical 
ΨmicroarchitectureΩ

Building brains
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Neural Computation

ÅTo compute we need:
ïProcessing
ïCommunication
ïStorage

ÅProcessing:
abstract model
ïlinear sum of

weighted inputs
Åignores non-linear

processes in dendrites

ïnon-linear output function
ïlearn by adjusting synaptic weights
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ÅLeaky integrate -and - fire 
model

ïinputs are a series of spikes

ïtotal input is a weighted 
sum of the spikes

ïneuron activation is the 
input with a ñleakyò decay

ïwhen activation exceeds 
threshold, output fires

ïhabituation, refractory 
period, é?

Processing
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ÅIzhikevichmodel

ïtwo variables, one fast, one slow:

ïneuron fires when

v > 30; then:

ïa, b, c & d select behaviour

)(

140504.0 2

ubvau

Iuvvv

-Ö=

+-++=

#

#

duu

cv

+=

=

( www.izhikevich.com)

Processing
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Communication

ÅSpikes
ïbiological neurons communicate principally 
Ǿƛŀ ΨǎǇƛƪŜΩ ŜǾŜƴǘǎ

ïasynchronous

ïinformation is only:
Åwhich neuron fires, and

Åwhen it fires

ïΨ!ŘŘǊŜǎǎ 9ǾŜƴǘΩ
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Storage

ÅSynaptic weights
ïstable over long periods of time
Åwith diverse decay properties?

ïadaptive, with diverse rules
ÅHebbian, anti-Hebbian, LTP, LTD, ...

Å!Ȅƻƴ ΨŘŜƭŀȅ ƭƛƴŜǎΩ

ÅNeuron dynamics
ïmultiple time constants

ÅDynamic network states
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SpiNNaker project

ÅMulti-core CPU node
ï18 ARM968 processors

ï to model large-scale 
systems of spiking 
neurons

ÅScalable up to systems 
with 10,000s of nodes
ïover a million 

processors

ï>108 MIPS total

ÅPower ~ 25mw/neuron
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Design principles

ÅVirtualised topology

ïphysical and logical connectivity are 
decoupled

ÅBounded asynchrony

ïtime models itself

ÅEnergy frugality

ïprocessors are free

ïthe real cost of computation is energy
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SpiNNaker system
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CMP node 


